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Abstract 

For labeling data, until today, Crowd Labeling is the mechanism of choice. In the practice of Crowd 

Labeling, a bunch of various instruments is used, which allow for controlling the crowd, respectively its 

work results. However, these instruments have in common that they can be executed only before or after 

a labelling campaign. This causes large delays and therefore not only needs a lot of additional time but 

also raises extra costs and -effort. In our design science research, we developed and evaluated a Deep 

Learning-based, algorithmic approach consisting of four different probabilistic-mathematical models. 

Our new approach enables an assessment of the crowd’s labeling work during an ongoing crowdwork 

campaign. Besides this benefit, our approach produces excellent rates of accuracy, when it comes to 

detecting erroneous annotation rates of the crowd. 

Keywords: Data Labeling, Crowd Labeling, Deep Learning, Design Science. 

1 Introduction  

With the increase in the amount of data available today, there is a need for reliably labelling it in order 

to make it usable for a variety of contexts. In health and medical research, for example, computer 

tomography colonography images are classified through labelling (Rother et al., 2021). In the domain 

of Machine Learning (ML), data has to be labeled to create data sets for training Deep Neural Networks 

(DNNs) (Jambigi et al., 2020). For accomplishing such labelling tasks, until today, crowdworking is a 

mechanism of choice (Jagabathula et al., 2017). While in recent times Artificial Intelligence (AI) more 

and more positions itself to perform labelling tasks, the crowd still exceeds AI state-of-the art on a 

variety of important labelling tasks (He et al., 2024). Today, the crowd continues to produce higher 

quality results than even state-of-the-art, automated methods (Wang et al., 2017). 

However, even the crowd is not free of errors. Very often the crowd submits random, inaccurate or 

erroneous results (Jambigi et al., 2020; Wang et al., 2017). So, the contributions from crowdworkers 

(often) lack quality, which may lead to serious consequences. For example, in the case of labelling data 

to create data sets for training DNNs, any wrongly annotated data harms the accuracy of the later ML 

system (Song et al., 2023; Wang et al., 2017). Negative consequences are not well-running systems that 

produce false predictions and recommendations of low quality. This, in turn, not only negatively affects 

the users of such systems, but in the long run can even create a negative impact in terms of economic, 

societal, or ethical aspects, such as discrimination (Chen & Joo, 2021). 

Practice uses a bunch of mechanisms, tools, or methods, which all aim at maximizing the quality of the 

work of the crowd in the scope of Crowd Labeling. Some of these instruments based on the principle to 

govern the behaviour of the crowd, so that they will produce results of high quality. Other instruments 
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aim at assessing crowd workers’ annotation results in order to identify and filter out low-quality workers 

and/or working results. Thereby, they are intended to improve the quality of submitted responses (Z. 

Yin et al., 2021). However, literature as well as practice discusses manifold problems and shortcomings 

of these instruments. For example, some instruments are prone to intentional sabotage through 

adversarial crowd members (Drapeau et al., 2016); require enormous additional effort and budget for 

controlling the work of the crowd (Hall et al., 2022; Lasecki et al., 2013), drag on the labelling 

campaigns (Kobayashi et al., 2021) or do not reliably assess the quality of the crowds’ work; meaning 

they are only providing low degrees of accuracy (Drapeau et al., 2016). Some instruments make use of 

expectation maximization (EM) modelling to estimate crowd’s labelling quality and therefore achieve 

relatively high rates of accuracy (Jagabathula et al., 2017; J. Yin et al., 2021). However, these EM 

instruments can only be used after all results are available, meaning after the campaign ended. Once all 

data is collected, it is possible to identify untrusted workers whose contributions need to be sorted out 

afterwards (Drapeau et al., 2016). This post-hoc work needs a lot of additional time and causes large 

delays (Drapeau et al., 2016; Jagabathula et al., 2017; Jung et al., 2014). Against this backdrop, we 

propose a mathematical approach that is based on a Deep Learning model. By leveraging the modelling 

capacity and flexibility of neural networks, our approach is based on an algorithmic system consisting 

of four different probabilistic-mathematical models and components. This new approach enables an 

assessment of labeling work within a running crowd labelling campaign, which has not been practices 

so far by any other instrument. We formulated the following research question: Which mathematical 

approach enables for assessing the annotation results of the crowd during a crowd labelling campaign 

and simultaneously a high degree of accuracy? 

In our research, we follow a design science research (DSR) approach, in which we follow DSR’s general 

principle of designing and evaluating innovative and purposeful artifacts for solving real-world 

problems (Hevner et al., 2004; Peffers et al., 2007), and in which our probabilistic-mathematical model 

with its inherent four components constitutes our artifact. 

Our artifact contributes to practice by offering a new and highly efficient instrument for assessing the 

crowd labelling results. It not only enables high degree of accuracy, but also a significant reduction of 

time, effort and budget needed for the assessment. Our research contributes to the literature that focuses 

on the development of certain mechanisms, tools, or methods for controlling the quality of Crowd 

Labeling by developing and testing a completely new approach and simultaneously defining a new class, 

namely the class of in-task-instruments. In that sense, our research contributes design knowledge in the 

form of a real improvement (Gregor & Hevner, 2013). 

2 Theoretical Background 

2.1 Crowd Labeling  

Crowd Labeling constitutes a certain form of crowdwork, whereas the concept of crowdwork generally 

includes two main stakeholders: crowdsourcers and crowdworkers. Crowdsourcers define tasks and 

make an open call via a crowdworking platform, such as Upwork or Amazon Mechanical Turk. This 

form of outsourcing comprises the changing of permanent jobs into a flexible resource pool in which 

crowdworkers assume tasks in a project-based manner  (Gol et al., 2019). Crowdworkers accept these 

tasks in return for payment (Durward et al., 2016). Crowdworkers act as self-employed agents. The 

payment they receive for their crowdwork contributes significantly to their income (Durward et al., 

2020). The platform provider matches crowdsourcer(s) and crowdworker(s); they also undertake the 

payment process (Durward et al., 2016).  

In Crowd Labeling so-called labeling tasks are outsourced to the crowdworkers (Muhammadi et al., 

2013; Raykar et al., 2010). Labeling tasks, which are also referred to as annotation tasks, tagging tasks 

or even categorization tasks, can be described as a data analysis task, in which the crowd interprets and 

categorizes data. For more than a decade, labelling tasks have been popular in health and medical 

research. For example, the crowd was used to classify polyps in computer tomography colonography 

images; in another crowdworking campaign, the crowd was asked to identify malaria parasites in images 
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of thick blood smears (Luengo-Oroz et al., 2012). For some years, the crowd has also been used to 

construct labeled datasets for training machine learning systems (J. C. Chang et al., 2017; Kutlu et al., 

2020). In the context of Crowd Labeling, the crowdworker (in short “worker”) is also referred to as 

annotator or labeller, whereas the crowdsourcer also is referred to as requester or task giver 

(Muhammadi et al., 2013). 

The tendency of the crowd to submit random, inaccurate, or erroneous results in labeling tasks stems 

from unethical and unreliable behavior (Brink et al., 2019; Farrell et al., 2017). The reasons behind such 

behavior are complex and multifaceted. First, payment on crowd labeling platforms is notoriously low. 

Studies show that only four percent of crowdworkers earn more than the federal minimum wage in the 

United States (Difallah et al., 2018). With respect to wages paid, critics have referred to crowdworking 

markets as digital sweatshops and even online feudalism (Brink et al., 2019). This leads to an increase 

in dishonest behavior by crowdworkers (Farrell et al., 2017) – may it intentionally or unintentionally 

(Goodman & Paolacci, 2017). The reason for this is that due to the low pay, crowdworkers are not 

motivated to put much effort into accomplishing labelling tasks (Wang et al., 2017). Second, low 

payments are also the reason why crowdworkers work quickly to increase their hourly payment rates 

(Brink et al., 2019). Third, in crowdlabeling, the crowdsourcer generally delegates tasks to a completely 

unknown crowdworker. In this situation of high anonymity, the crowdworker’s degree at which he feels 

committed towards the crowdsourcer is lower than in the situations of normal employment (Brink et al., 

2019; Horton & Chilton, 2010). Further, it lies in the nature of crowd labeling that crowdworkers operate 

remotely. This makes the work of the crowdworker nearly uncontrollable for the crowdsourcer 

(Jacquemet et al., 2021). The fact that crowdworkers operate anonymously and remotely leads to the 

circumstance that they generally face greater distractions (Farrell et al., 2017).  

2.2 Quality Control in Crowd Labeling 

The Information Systems Research (ISR) as well as the computer science yield a joint research stream 

that is devoted to the development of certain mechanisms, tools, or methods for maximizing the quality 

of the work of the crowd in the scope of crowd labeling. This bunch of different instruments can be 

distinguished into two main categories (Hall et al., 2022), namely pre- and post-hoc-instruments. The 

first subsumes the kind of instruments that are typically carried out prior to the undertaking of a Crowd 

Labeling campaign, the second after a campaign. Pre-instruments base on the principle to govern the 

behaviour of the crowd, so that it acts in a desirable way to accomplish labeling tasks during a planned 

campaign at a high-quality level. In contrast, post-hoc-instruments aim at assessing crowd workers’ 

annotation results after accomplishing a campaign. The basic idea of these instruments is to identify 

low-quality workers and to filter out their contributions and, thereby, to improve the quality of data sets 

(Z. Yin et al., 2021).The key dimension that determines the quality of the annotation work by the crowd 

and that is used by the instruments out of the post-hoc-class is “label accuracy” (Morana et al., 2026). It 

is defined as the extent to which annotated data are correctly labelled by the crowd and therefore can be 

verified as true (Lukyanenko et al., 2019; Morana et al., 2026; Roh et al., 2021).  

This above-mentioned stream of research also makes use of another, dichotomous categorization to 

distinguish the available instruments. The first is based on mathematical algorithms. Instruments of this 

class make use of expectation maximization (EM) modelling to estimate crowd’s annotation work 

(Dawid & Skene, 1979). Other instruments out of this class base on a pre-selection of reliable 

crowdworkers in the forefront of a campaign with the help of mathematical prediction modelling 

(Whitehill et al., 2009). The other class of instruments can be summarized as “non-mathematical” 

approaches. This class, for example, include instruments that seek to positively influence the behaviour 

of the crowd through additional incentives or peer-control mechanisms.  

As mentioned, literature as well as practice discusses manifold problems and shortcomings of these 

instruments. Some of them only achieve relatively low rates of label accuracy, but even the ones that 

are proven to achieve higher rates of accuracy are not free of other shortcomings (see chapter four). This 

situation motivates for our research. 
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3 Method 

In our research, we follow a design science research (DSR) approach. In general, DSR generates 

knowledge by designing and evaluating innovative and purposeful artifacts, which may include 

constructs, models, methods, design pattern, general process models or even computer algorithms, to 

real-world problems (Hevner et al., 2004; Peffers et al., 2007). Based on this definition, DSR is generally 

conceptualized as a process following the core elements of designing and evaluating an artifact. 

Accordingly, we defined a design science research methodology (DSRM) for our research that basically 

follows the widely accepted and recognized methodology proposed by Peffers et al. (2007). 

 

Figure 1. DSRM for our research (adapted from Peffers et al., 2007). 

In a first step, we defined the research problem in detail (step “Problem Specification”; Figure 1). We 

did this by reviewing and analysing scientific literature that deals with existing mechanisms, tools, or 

methods, all allowing for controlling the crowd and/or the labelling work of the crowd. We therefore 

screened computer science and information systems literature. The goal of this review was to analyse 

these instruments concerning its applied shortcomings. We describe each instrument with its underlying 

problems in chapter No. 4. This a) helps us to capture the complexity of the problem space and b) 

provides us with a solid foundation for the next step’s definition of objects and requirements. According 

to DSR, this problem specification, even more justifies our research (Peffers et al., 2007) and serves as 

justificatory knowledge and the theoretical basis for the design of our artifact (Gregor & Hevner, 2013). 

Consequently, in the second step, we defined the objectives for a better solution and the corresponding 

requirements for the later development of our artifact. Both were derived logically from the previously 

identified problems, with related requirements merged into single objectives. The resulting objective-

requirement structure provides insight into what is feasible and guides the design of our artifact. We 

documented this structure in Chapter 4. In step No. 3, we designed our artifact, namely an algorithmic 

system consisting of four components and based on a deep learning approach. The design of our artifact 

was informed by our formerly specified and defined objectives and requirements. We explained the 

design process and the resulting artifact in chapter No. 5. We then demonstrated and evaluated our 

artifact in step No. 4. We demonstrated our artifact through a series of simulations. The goal of 

evaluating our artifact was to evidence that our artifact works (proof-of-concept) and that the previously 

specified objectives are reached. Therefore, we made use of a proof-of-concept evaluation as well as a 

quantifiable measure of system performance of our artifact (Peffers et al., 2007). The demonstration and 

evaluation of our artifact is documented and described in chapter No. 6. 

4 Problems, Requirements and Objectives  

In the following, we introduce the aforementioned instruments (sub-chapter No. 4.1). We then describe 

their problems and consequently derive requirements for our solution (sub-chapter No 4.2). 

4.1 Existing Instruments for Governing and Controlling Crowd Labelling 

(1) Majority Voting and Gold Questions: The Majority Voting-approach assumes that questions posed 

to crowdworkers in the scope of labeling tasks are multiple-choice and have an objective answer, but 
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crowdworkers may not answer correctly (Oleson et al., 2011). The approach further assumes that the 

majority of crowdworkers are more likely to be correct than to make a mistake (Oleson et al., 2011). 

The so-called Gold Question-method expands the Majority Voting-approach by including a random 

sample of gold questions, so named because the requester already has “gold standard” answers for these 

questions, into the set of questions given to workers (Drapeau et al., 2016). “Workers who fail to 

correctly answer these questions are dismissed or have their weights lowered” (Drapeau et al., 2016, p 

2). To avoid gaming behavior, it is common to intermix questions with known and unknown answers.  

(2) Pre-Screenings: Pre-screening workers is a simple strategy, in which multiple choice questions are 

set up in the forefront of assigning a labeling task. Potential crowdworkers have to answer these 

questions and then are banned in case they do not pass the test (Oleson et al., 2011). If the workers pass 

the test, the assumption is that they work well (Oleson et al., 2011). This strategy is simple to implement 

and can improve accuracy by preventing unskilled or unethical workers from entering a task (Oleson et 

al., 2011).  

(3) Incentives: Incentives are also used to improve the quality of crowdworkers. For example, in their 

experiment, Lasecki et al. announce - before handing the task to the crowd - extra-incentives for those 

crowdworkers providing most of the correct answers (Lasecki et al., 2013). However, this instrument 

must be categorized as post-hoc-instrument, since it involves identifying the most powerful 

crowdworkers retrospectively.  

(4) Peer-Control: This approach seeks to increase the quality of labeling work by calling crowdworkers 

to control the work of other crowdworkers. In literature, this approach is also known as “self-correction” 

(Kobayashi et al., 2021; Shah & Zhou, 2016). For example, the so-called “Revolt” procedure, proposed 

by Chang et al. (2018), is a representation of the self-correction approach. It is going through three 

stages: Vote (where crowdworkers label as in traditional labeling), Explain (where crowdworkers 

provide justifications for their labels on conflicting items), and Categorize (where crowdworkers review 

explanations from others and then tag conflicting items with terms describing the newly discovered 

concepts) (Y. Chang et al., 2018). Another procedure is called “MicroTalk” and was initially proposed 

by Drapeau et al. (2016). It requires some workers to justify their reasoning and asks others to reconsider 

their decisions after reading counterarguments from workers with opposing views (Drapeau et al., 2016).  

(5) Document Specification: Another approach is to predict the specification of the documents or data 

to be labeled before assigning it to the crowd (Z. Yin et al., 2021). This means that the corpus of the 

documents or data are reviewed in the forefront with the help of prediction models for any ambiguous 

or conspicuous documents and data and then to separate them from the “easy-to-handle” data and 

documents (Jambigi et al., 2020; Räbiger et al., 2018; Wang et al., 2017; Whitehill et al., 2009). The 

latter ones then are assigned to the “normal” crowd, while the more ambiguous or conspicuous 

documents and data are assigned to a crowd of individuals with higher expertise. Ambiguous means that 

the documents and data cannot be easily categorized into pre-defined categories and need interpretation 

by experts (Räbiger et al., 2018). Conspicuous means that the overall appearance of certain documents 

or data obviously drift from that of the basic population (Jambigi et al., 2020; Wang et al., 2017).  

(6) Probabilistic-mathematical Instruments: Another concept is to check the crowd’s results of 

labeling, meaning the set of annotated data on the basis of probabilistic-mathematical algorithms. The 

capture and summary of past worker results enable one to predict the quality of each worker’s next label 

within the dataset with the help of adequate prediction models, which, in turn, help to identify the 

behavior of crowdworkers retrospectively (Jung et al., 2014). A worker may have become tired or bored 

or have begun multi-tasking during his annotation work, leading to decreased work quality (Jung et al., 

2014). Using this approach even helps to detect saboteurs by classifying these workers’ adversarial 

outlier label patterns (Jagabathula et al., 2017).  

Available probabilistic-mathematical instruments base on different mathematical approaches, such as 

the bandit- or Bayesian-approach (Auer et al., 2002; Z. Yin et al., 2021). However, probabilistic-

mathematical instruments generally are based on expectation maximization (EM) modelling to estimate 

worker quality within a big set of annotated data and therefore achieves relatively high rates of accuracy 

(Jagabathula et al., 2017). All mathematical-probabilistic instruments have in common that they – as 
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already mentioned – estimate worker quality only after completion of the labeling campaign and 

therefore must be classified as post-hoc. 

Instruments… Non-mathematical Mathematical 

Pre Pre-screening Document Specification 

Post-hoc Majority Voting; Gold Questions; 

Incentives; Peer-Control 

Probabilistic-mathematical Instruments 

Table 1. Instruments classified into respective categories. 

4.2 Problem Specification and Derivation of Objects as well as 
Requirements 

Pre-preparation of labeling campaign: As described, pre-instruments need to undergo preparation of 

labeling campaigns. For example, in case of instrument No. 5 titled “Document Specification” data and 

documents have to be labeled before assigning it to the crowd. This pre-clearing of documents or data 

in the forefront means a big causation of additional time and effort, as evidenced by the studies of 

Jambigi et al. (2020), Räbiger et al. (2018) and Wang et al. (2017). In addition to that, this instrument 

causes additional payments for those workers labelling the more ambiguous or conspicuous documents 

and data. In the scope of instrument No. 2 (Pre-Screenings) crowdworkers have to run through a test 

and then are banned in case they do not pass the test. This also causes additional time and effort for the 

crowdsourcer. This leads us to our first requirement (RQ): 

RQ1: An instrument for the purpose of controlling and governing crowd labelling should avoid any 

preliminary work to effectively control and govern the crowd, since this causes additional effort, time 

and costs. 

Post-hoc controlling: As outlined, some instruments only allow for a control of the crowdwork after 

the campaign is realized. For example, in the case of instrument No. 1 this means that both the Majority 

Voting- and the Gold Question-procedure can only be applied to a set of or even the whole worker 

responses after they are gathered (Drapeau et al., 2016; Oleson et al., 2011). This means additional 

control effort for the crowdsourcer and consequently higher costs and more time. In the case of 

Incentives (instrument No. 3), Lasecki et al. (2013) found that this strategy raises the quality of the 

crowdworkers’ labeling work to a certain extent, however, it also causes enormous work and payments 

after the campaign, namely through identifying the most powerful crowdworkers and paying them extra 

loans. In the case of the Peer-Control instrument, it seems - at first sight - clever to not only approach 

the crowd to accomplish the labeling task, but also to approach the crowd to control the work of others. 

The experiments by Y. Chang et al. (2018) as well as Drapeau et al. (2016), however, reveal that it 

requires additional effort and budget for the requester to make the crowd overtake the control work. 

Besides, the crowd needs additional time to perform the control work. Finally, it remains by the 

crowdsourcer to make the final decision in cases of crowd disagreements, which again causes additional 

time and effort.  

The post-hoc assessment also holds true for instrument No. 6 (Probabilistic-mathematical Instruments). 

For this instrument, it is necessary to obtain multiple judgments for many units of data, then to estimate 

worker accuracy, true answers, and worker biases (Drapeau et al., 2016). One then iterates this process 

several times to provide true responses (Drapeau et al., 2016). Once all data is collected, it is possible 

to identify trusted workers and untrusted workers, the latter which should be rejected (Drapeau et al., 

2016). All this enormous extra effort, which cannot be processed until the work of the crowdworkers is 

already done, also needs a lot of time and causes large delays (Drapeau et al., 2016; Jagabathula et al., 

2017; Jung et al., 2014). This leads us to the next requirement: 

RQ2: An instrument for the purpose of controlling and governing crowd labelling should avoid any 

post-hoc work to effectively control and govern the crowd, since this causes additional effort, time and 

costs. 
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Intentional Sabotage: Some instruments are not able to avoid intentional sabotage by crowdworkers. 

In the case of the Gold Question-method it is reported that saboteurs build bots that utilize databases of 

known questions (Drapeau et al., 2016; Oleson et al., 2011), which prevents detecting and banning worse 

crowdworkers from the campaign. In the case of Pre-Screenings, first, this instrument that intentionally 

shall deter unethical workers (so-called “scammers”) from overtaking a labeling task affects good and 

bad workers alike. Scammers looking for easy tasks are less likely to put in effort to pass the screening 

test, but diligent workers may also opt not to enter the task (Oleson et al., 2011). Second, once the worker 

passes the screening, there is no continued guarantee that workers submit accurate responses (Oleson et 

al., 2011). This leads us to the third requirement: 

RQ3: An instrument for the purpose of controlling and governing crowd labelling should avoid any 

intentional sabotage by the crowdworkers. 

Low Degrees of Accuracy: Some of the instruments available suffer from low degrees of accuracy. In 

particular, instruments No. 1 (Majority Voting and Gold Questions) as well as the instrument No. 2 (Pre-

Sceenings) suffer from this weakness as evidenced in a study by Snow et al. (2008) who showed that 

one could achieve only moderate accuracy rates up to 65%. Other studies evidenced that the crowd 

rarely can be motivated by incentives and is not reliable in terms of a control instance, in other words 

the instruments No. 4 and 5 also achieve only moderate accuracy rates (Drapeau et al., 2016; Lasecki et 

al., 2013). This leads us to the next requirement: 

RQ4: An instrument for the purpose of controlling and governing crowd labelling should achieve high 

accuracy rates. 

On the basis of these requirements, we rationally derived objectives for our DSR. We defined the 

objectives for the later development of our artifact. The objectives were derived logically from the 

previously identified requirements. The resulting objectives with its corresponding requirements are 

summarized in Table 2. 

Objectives Requirements 

Objective#1: Our solution aims at 

assessing crowd labelling during 

the campaign. 

RQ1: An instrument for the purpose of controlling and 

governing crowd labelling should avoid any preliminary work 

to effectively control and govern the crowd, since this causes 

additional effort, time and costs. 

RQ2: An instrument for the purpose of controlling and 

governing crowd labelling should avoid any post-hoc work to 

effectively control and govern the crowd, since this causes 

additional effort, time and costs. 

Objective#2: Our solution aims at 

preventing intentional sabotage by 

the crowdworkers. 

RQ3: An instrument for the purpose of controlling and 

governing crowd labelling should avoid any intentional 

sabotage by the crowdworkers. 

Objective#3: Our solution aims at 

reaching accuracy rates that 

achieves a level that is at least 

equivalent to that one of the best 

performing instruments currently 

available.  

RQ4: An instrument for the purpose of controlling and 

governing crowd labelling should achieve high accuracy rates. 

Table 2. Objects and requirements resulting from our DSR. 

5 Design of Artifact 

Based on the objectives and the derived requirements, we propose a DL approach as our research artifact 

that both assesses and steers labeling work during an ongoing crowd labeling campaign. Leveraging the 

modelling capacity and flexibility of NNs, the artifact is implemented as an algorithmic system with 

four components: 
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1. The ground-truth model is an NN that takes a numeric representation of a sample (for example, an 

image) as input and estimates its true class label in the form of class-membership probabilities. Its 

architecture can be freely chosen to match the classification task at hand, from simple multi-layer 

perceptrons to convolutional or transformer-based models. 

2. The crowdworker performance model is an NN that takes as input both a representation of the 

sample and a representation of the crowdworker to estimate the crowdworker’s performance on that 

sample, e.g., the probability of providing a correct label. In our current implementation, the 

crowdworker is represented only by a one-hot encoded identifier, but the model could be extended 

to include additional metadata (such as task history or domain expertise). To keep computational 

costs manageable, the crowdworker performance model is typically realized as a relatively small 

multi-layer perceptron. 

3. The label-noise-robust end-to-end training algorithm, implemented as Annot-Mix (Herde, Lührs, 

et al., 2024), jointly optimizes the ground-truth model and the crowdworker performance model 

using only noisy labels from error-prone crowdworkers, without requiring additional gold-standard 

labels. It incorporates an extension of MixUp (Zhang et al., 2017) as a data augmentation and 

regularization technique by linearly interpolating triplets of samples, crowdworker identifiers, and 

their labels, which reduces overfitting to label noise. Through the interaction of the two models, 

Annot-Mix separates systematic label noise attributed to specific crowdworkers from the underlying 

ground-truth labels. 

4. The crowdworker assignment algorithm uses the information provided by the ground-truth model 

and the crowdworker performance model to guide the assignment of crowdworkers to samples during 

a campaign. Instead of assigning crowdworkers uniformly at random, it can prioritize crowdworker-

sample pairs with higher expected label quality or informativeness, thereby improving both the 

efficiency and reliability of the overall labeling process. 

 

Figure 2. Artifact and the interplay of its components with a technical description available 

through our code repository available at GitHub: https://github.com/ies-

research/deep-active-learning-from-multiple-annotators. 

Figure 2 illustrates the interaction of components (1) to (4) within a crowdworking campaign. Rather 

than assigning all samples to crowdworkers at once, the campaign proceeds in multiple iterations (Herde 

et al., 2023, Yang et al., 2018). At the beginning of each iteration, a subset of unlabeled samples is 

selected (for example, at random) from the remaining pool together with the currently available 

crowdworkers. In the first iteration, crowdworkers are assigned to samples at random, whereas in 

subsequent iterations, the crowdworker assignment algorithm forms crowdworker-sample pairs based 

on information about crowdworkers’ labeling behavior that has been learned jointly by the ground-truth 

model and the crowdworker performance model from previously collected noisy labels, without any 

access to ground-truth labels. The newly obtained labels are then used to update both models via the 

https://github.com/ies-research/deep-active-learning-from-multiple-annotators
https://github.com/ies-research/deep-active-learning-from-multiple-annotators
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robust end-to-end training algorithm before the next iteration starts. This process is repeated until a 

stopping criterion of the campaign, such as a maximum labeling budget, is reached. 

Our artifact, consisting of the four described components and their interplay, meets the above derived 

requirements (see Table 1chapter No. 4). Since our artifact enables an assessment of crowdworkers’ 

work, during an ongoing crowd labeling campaign, it fulfills the most important requirements RQ1 and 

RQ2, namely the avoidance of any preliminary and post-hoc work in regard of a labeling campaign. 

This enables the requester to detect - in-task - the kind of crowdworkers that act unethical or in low 

performance and that consequently can be sorted out during the campaign. This in-task assessment saves 

any effort, time, and costs. Further, due to its intelligent, flexible and complex mathematical algorithm, 

that work behind the scenes, our method usage of a performance-based crowdworker assignment 

algorithm, our approach is not vulnerable to occasional crowdworkers that intentionally sabotage the 

assessment measure itself, as given in the method “Gold Question”. Therefore, our artifact also meets 

the requirement RQ3. In addition to that, our artifact meets requirement RQ4 that calls for high accuracy. 

As described above, most of the available instruments, namely instruments (1) to (5) in Chapter 4.1, 

exhibit limited accuracy because they do not use EM-based or end-to-end training algorithms to model 

crowdworker noise during an ongoing crowd labeling campaign. In general, the literature suggests that 

instruments based on such models tend to achieve higher accuracy than alternative instruments (Hall et 

al., 2022; Wang et al., 2017; J. Yin et al., 2021). Since our approach is a concrete realization of this class 

of instruments, the artifact fulfills this requirement. 

6 Demonstration and Evaluation of Artifact  

Our artifact demonstration emulates crowdlabeling campaigns for three datasets. The goal of the 

associated evaluation is twofold. In a first instance, we aim at evidencing that our artifact, namely the 

algorithmic system consisting of its four components, works. Thereby, we follow a proof-of-concept 

evaluation (Peffers et al., 2007). Second, we make use of a quantifiable measure of system performance 

of our artifact (Peffers et al., 2007). This performance measure investigates the accuracy rate of our 

artifact. As mentioned earlier, “degree of accuracy” is defined in literature as the degree to which an 

instrument detects erroneous labels of the crowd (Hall et al., 2022; J. Yin et al., 2021).  

6.1 Approaches 

We compare different implementations of our research artifact by ablating three components while 

keeping the ground-truth model fixed. The ground-truth model is not varied because it is determined by 

the data modality and the learning task. Instead, we vary the crowdworker performance model, the 

training algorithm, and the crowdworker assignment algorithm. Importantly, we do not evaluate the full 

Cartesian product of all component choices, but only methodologically consistent combinations. 

• For crowdworker performance modeling, we consider either an NN that predicts a confusion matrix 

(CM) as function of samples and crowdworkers, a sample-independent crowdworker-specific CM 

model, or no explicit crowdworker performance model.  The NN-based crowdworker performance 

model is implemented as a multi-layer perceptron (MLP) that takes as input a one-hot encoded 

embedding of the crowdworker identifier and the sample representation produced by the ground-truth 

model. 

• For training from noisy labels, the NN-based crowdworker model is paired with the end-to-end training 

algorithm Annot-Mix  (Herde, Lührs, et al., 2024), the crowdworker-wise CM-based model is paired 

with an EM-based training algorithm (Raykar et al., 2010), and the setting without an explicit 

crowdworker model is paired with standard cross-entropy training on MV labels. 

• For crowdworker assignment, we evaluate random assignment with equalized workload and -greedy 

assignment (Sutton & Barto, 2018), which selects a random worker with probability and otherwise the 

currently best estimated crowdworker. Accordingly, the value of controls the exploration-exploitation 

trade-off regarding the crowdworker’s labeling behavior. We consider {0, 0.05, 0.1} and an adaptive 

cosine schedule that anneals from =0.20 to =0.01. Performance-based crowdworker assignment is only 
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evaluated for methods that include an explicit crowdworker performance model. Accordingly, MV is 

only combined with random worker assignment. 

This yields eleven evaluated approaches in total. Overall, this design lets us isolate the contribution of 

crowdworker modeling, robust training, and performance-based worker selection, while centering the 

evaluation on our intended implementation, namely the combination of neural crowdworker modeling, 

robust-label-noise end-to-end training via Annot-Mix, and performance-based crowdworker selection. 

6.2 Study Design 

At the core of our study are the datasets and the setup of the experimental runs for emulating an iterative 

crowd labeling campaign. Two of these datasets are with simulated crowdworkers to broaden the 

evaluation beyond a single benchmark setting. In particular, simulation allows us to study different data 

modalities, vary the number of crowdworkers in a controlled manner, and systematically adjust the noise 

characteristics of the crowd. Further, it enables us to induce specific crowdworker types, such as 

spammers. As a result, we have a more comprehensive and controlled assessment of the robustness of 

the compared approaches. 

Datasets with simulated crowdworkers: We rely on LETTER and TREC-6 as established benchmark 

datasets. LETTER is a tabular dataset for handwritten character recognition (Frey & Slate, 1991), where 

the task is to classify 26 letters based on handcrafted features extracted from images; for this dataset, 

the ground-truth model is a simple multi-layer perceptron with two hidden layers. In contrast, TREC-6 

is a small English question classification benchmark (Li & Roth, 2002), where the task is to assign each 

question to one of six semantic categories; for this dataset, the ground-truth model uses a pretrained and 

frozen BERT (Devlin et al., 2019) encoder with a two-hidden-layer multi-layer perceptron as 

classification head. For both datasets, we simulate error-prone crowdworkers by modeling feature- and 

class-dependent labeling behavior. Specifically, we partition the samples into clusters in feature space 

and assign each crowdworker a separate confusion matrix for each cluster. As a result, the simulated 

labeling quality varies jointly across regions of the feature space and across classes, yielding a crowd 

with heterogeneous expertise. In addition, we include two types of spammers: random-guessing 

spammers, which assign labels uniformly at random, and constant-label spammers, which always return 

the same label regardless of the input.  

Dataset with human crowdworkers: We use DOPANIM (Herde, Huseljic, et al., 2024), a dataset 

annotated by 20 human crowdworkers (students at a university). The task is to categorize images of 

visually similar (“doppelganger”) animal species, such as jaguars, leopards, and cheetahs, into 15 

classes. Because many of these species differ only in subtle visual details, the classification task is 

challenging for non-expert crowdworkers and requires both sustained attention and some domain 

knowledge about animals. We do not run a new crowd labeling experiment. Instead, we treat the existing 

human labels as a fixed label matrix (items × crowdworkers) and use it as a lookup table. When our 

emulated campaign queries a crowdworker for the label of a particular image, we retrieve the label that 

this crowdworker originally assigned to that image in the DOPANIM study. This procedure preserves 

the original pattern of human errors and expertise while allowing us to evaluate different approaches 

offline. The only confounding factor that we cannot control with this setup is the original sequence of 

images shown to the crowdworkers (for example, potential learning or fatigue effects over time), which 

we assume to have a negligible impact on our results. For this dataset, the ground-truth model uses a 

pretrained and frozen DINOv2 vision transformer (Oquab et al., 2023) with a two-hidden-layer multi-

layer perceptron as classification head. 

Dataset 
Data 

Type 

Number of 

Samples 

Number of 

Classes 

Number of 

Workers 

Human 

Workers 

Label 

Noise 

LETTER Tabular 20,000 26 40 No 42.3 % 

TREC-6 Text 5,952 6 60 No 52.3 % 

DOPANIM Image 15,734 15 20 Yes 34.4 % 

Table 3. Overview of datasets. 
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Experimental setup: Each crowd labeling campaign consists of 30 iterations. In each iteration, 256 

randomly selected instances are assigned to crowdworkers for labeling. After each iteration, we update 

all approaches with the newly acquired labels and measure the rate of correct labels (performance of the 

crowdworker assignment and training algorithm) and the test classification accuracy (performance of 

the ground-truth model and training algorithm). We repeat a campaign 25 times for each approach and 

dataset. The codebase to reproduce our results, including full hyperparameter configurations, is available 

at our GitHub repository. 

6.3 Results 

We report our results primarily through learning curves and quantities derived from them. We begin 

with the central learning curves for the DOPANIM dataset with human crowdworkers, shown in Figure 

3. The left column plots test classification accuracy, and the right column plots the correctness rate of 

the acquired labels, both as a function of the number of acquired labels. Each curve shows the mean and 

standard error across 25 repeated crowd labeling campaigns. For readability, Figure 3 includes only 

three of the eleven compared approaches: a baseline that trains on MV labels and assigns crowdworkers 

randomly, an EM-based approach that learns crowdworker-wise, sample-independent CMs and greedily 

assigns the estimated best crowdworker to each sample (=0), and our intended artifact design, which 

uses the label-noise-robust end-to-end training algorithm Annot-Mix together with a neural 

crowdworker model to estimate sample- and crowdworker-dependent accuracies and likewise assigns 

the estimated best crowdworker greedily (=0).  

 

Figure 3. Learning curve comparison between exemplary approaches for DOPANIM. 

Inspecting the label correctness rate first, the baseline shows an almost constant trajectory over the 

course of the campaign. This is expected, since random crowdworker assignment should neither 

systematically improve nor deteriorate the quality of acquired labels. In contrast, the performance-based 

worker selection strategies increase the correctness rate by up to 11 percentage points, indicating that 

both crowdworker models provide useful performance estimates. Their behavior, however, differs over 

the course of the campaign: the EM-based approach performs better in the initial phase, whereas Annot-

Mix with the neural crowdworker model overtakes it later on. This difference becomes even more 

pronounced when considering test accuracy. Here, the baseline is disadvantaged not only by inferior 

worker assignment, but also by its less robust training procedure. The largest gains, of up to 15 

percentage points, are achieved by our intended artifact design based on Annot-Mix. This suggests that 

its advantage is not solely due to acquiring more correct labels, but also to the greater robustness of its 

end-to-end training algorithm, which clearly outperforms the EM-based alternative despite similar label 

correctness rates. 

We extend this analysis to all remaining approaches and datasets by summarizing each learning curve 

through its normalized area under the curve (AULC), which corresponds to the average performance 

over the course of a campaign for a given metric. For each dataset and metric, we additionally compute 

the difference in normalized AULC relative to the baseline. The resulting comparisons are shown in 
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Figure 5 as a faceted dot plot. The top row reports differences in test classification accuracy, whereas 

the bottom row reports differences in label correctness rate. The three columns correspond to the three 

datasets. Within each panel, each marker represents the mean AULC difference of one approach relative 

to the baseline across 25 repetitions, and the whiskers indicate the corresponding standard error. 

 

Figure 4. Normalized AULC comparison between approaches across datasets. 

Considering first the label correctness rate, we observe that the evaluated values for the exploration-

exploitation parameter have only a minor effect on performance, as the results remain highly similar 

across its different settings for a fixed combination of training algorithm and crowdworker performance 

model. At the same time, the results confirm that performance-based crowdworker selection can 

substantially improve label quality for our intended artifact design. For example, on LETTER, Annot-

Mix combined with the neural crowdworker model increases the normalized AULC of the label 

correctness rate by around 10 percentage points over the baseline. In contrast, the EM-based approach 

with crowdworker-wise CMs fails on this dataset to identify reliable crowdworkers and even performs 

worse than random assignment. As in Figure 3, gains in label correctness largely translate into gains in 

test accuracy. In particular, all performance-based selection variants of our intended artifact, that is, 

Annot-Mix combined with the neural crowdworker model, achieve the largest improvements over the 

baseline across datasets. Overall, these findings underline the utility of employing our artifact during an 

ongoing crowd labeling campaign, as it increases the rate of correct label acquisitions while 

simultaneously improving the accuracy of the resulting classifier. Additional results, including the 

remaining learning curves, are provided via our GitHub repository. 

7 Discussion, Limitations and Future Research 

In the following, we will reflect on the results gained from our evaluation. Further, we will discuss the 

limitations of our DSR as well as the future research directions that can be concluded from it. 
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Discussion in the light of objective#1: So far, all instruments allowing for effectively governing and 

controlling crowd labelling can be categorized into two classes: That kind of instruments that needs to 

undergo preparation of the labeling campaigns, such as the instruments described under No. 1 (Majority 

Voting and Gold Questions), No. 2 (Pre-Screenings) and No. 5 (Document Specification) in sub-chapter 

No. 4.1, can be referred to as pre-instruments. Instruments described under No. 3 (Incentives), No. 4 

(Peer-Control) and No. 6 (Predicting Crowdworkers’ Behavior) can be referred to – because they can 

only be executed after completion of the labelling campaign – as post hoc instruments. However, all 

instruments of both classes have in common that they cause additional time, effort and even costs. Since 

our artifact represents an assessment of crowd labelling during a campaign, it defines a new category of 

assessment, which can be called in-task instruments. It has a decisive advantage over the instruments 

available. Through its in-task assessment our artifact allows to save time, effort and costs, in particular 

that kind of extra-time, -effort and costs, which arise when executing the pre- and post-assessments. 

This makes it much more efficient compared with the existing instruments. 

Discussion in the light of objective#2: Probabilistic learning-from-crowds approaches are generally 

less vulnerable to unreliable annotators than majority-vote-based baselines because they explicitly 

model crowdworker-specific noise and can, in some cases, identify spamming behavior (Raykar et al., 

2010). However, robustness against spammers is not automatic and depends on the specific 

crowdworker performance model and training algorithm. We therefore assess objective#2 empirically 

by evaluating our artifact on simulated crowds that include different types of spammers. The results 

from Chapter 6 show that our intended end-to-end approach remains effective even in the presence of 

such spammers.  

Discussion in the light of objective#3: This objective is reflected in two central evaluation criteria, 

namely the correctness rate of the acquired labels and the test accuracy of the trained classification 

model. Our results show that the proposed artifact improves label quality over the baseline and EM-

based instruments. Further, these improvements are accompanied by higher classification accuracy. The 

strongest gains are achieved by the intended configuration based on end-to-end learning from crowds 

and neural crowdworker performance modeling. Therefore, the evaluation supports the conclusion that 

our solution fulfills this objective by jointly improving the quality of acquired labels and the 

performance of the trained classifier. 

Limitation: Although our approach shows promising results, one limitation remains. Our evaluation 

relies on two simulated datasets and one human-annotated dataset. While covering tabular, text, and 

image modalities, these controlled environments offer limited domain diversity and worker behaviour. 

Real crowdworking platforms, in contrast, exhibit greater heterogeneity in data types, annotation 

complexity, worker behaviour and populations, and market dynamic conditions. The absence of this 

limits the external validity of our results on performance, scalability, and robustness. Future research 

should deploy our artifact on real-world crowdworking platforms to evaluate performance under 

operational conditions, including diverse datasets, heterogeneous workers, and unconstrained behavior. 

Domains such as medical labeling, autonomous driving, legal annotation, or content moderation may 

provide richer ecological validity. Finally, our evaluation is limited to two simple spammer types, 

namely random guessers and constant-label spammers. More advanced adversarial behaviors were not 

evaluated, for example crowdworkers who behave reliably at first and only later switch to random or 

misleading labeling. This is particularly relevant because, in subsequent iterations, the crowdworker 

assignment algorithm forms sample-crowdworker pairs based on information about crowdworkers’ 

labeling behavior. As a result, purely greedy assignment may focus on a crowdworker whose early 

annotations appear highly reliable, but whose behavior deteriorates over time. Although the intended 

neural crowdworker performance model estimates worker performance at the sample level and 

incorporates all observed labels, which may make it more robust to such shifts, employing the -greedy 

assignment with  > 0 provides an additional safeguard by preserving exploration and thus lowering the 

risk of persistent over-allocation to such a crowdworker. Nevertheless, an explicit mechanism for 

detecting time-dependent adversarial behavior would be a useful extension. 
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8 Conclusion: Theoretical and Practical Contributions 

Our research contributes to the joint debate in Information Systems Research and computer science that 

focuses on the development of certain mechanisms, tools, or methods for controlling the quality of 

Crowd Labeling (see chapter No. 2). In a first instance, our artifact offers a completely new instrument 

to the collection of available and above outlined tools and thereby significantly expands the current body 

of knowledge. Looking deeper, our approach is even more apart in relation to existing instruments in 

different ways: First, our artifact adds a new approach to the currently available and discussed 

instruments that use probabilistic algorithms based on Expectation Maximization (EM) and other 

inference tools (class of mathematical instruments). What makes our artifact apart in relation to yet 

available approaches out of this class is that, for the first time, our instrument is implemented as an 

algorithmic system with the four mathematical models and components described above and thereby 

leveraging the modelling capacity and flexibility of neural networks. This combination allows for the 

second particularity. Our instrument allows for assessing the annotation work of the crowd during an 

ongoing crowd labelling campaign. To the best of our knowledge this is the first time that an instrument, 

and particularly an EM-instrument, enables the assessment of the crowd work during a running 

campaign. All instruments, including out of the class of non-mathematical and mathematical 

instruments, until now allow either for a post-hoc- or pre-assessment, which produce enormous extra-

time, -effort and -costs. Even more, our evaluation shows that this integrated design improves the 

correctness of acquired labels and the predictive accuracy of the resulting classification model, with the 

strongest results obtained for the intended label-noise-robust end-to-end training algorithm based on 

neural crowdworker modeling. So, our instrument defines a new class, namely the class of in-task-

instruments. As described above, previously available tools so far could be categorized into either pre- 

or post-hoc-instruments. Against this background and speaking from the perspective of DSR, our 

research contributes design knowledge in that form that our artifact can be classified as a new solution 

for a known problem (Gregor & Hevner, 2013). According to the classification framework of design 

knowledge by Gregor and Hevner (2013) this constitutes knowledge in the form of a real improvement 

by creating a more efficient and effective instrument compared with the ones already available. 

Our research is also of high relevance for practice. The in-task assessment of crowd labeling makes it 

possible to detect crowd labeler with high error rates just-in-time, meaning during a labeling campaign. 

This, in turn, allows task givers to exclude these crowd workers within the runtime of the campaign. 

Thereby, the task giver saves costs and time that would incur when the assessment would be carried out 

before or after the campaign. This, pared with the benefit that our instrument achieves levels of accuracy 

compared with instruments that hitherto were known to perform best, makes it a powerful instrument 

for the daily practice of crowd labeling. 
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